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ABSTRACT: City-based vehicle population density grows with extreme speed, which requires safety monitoring 

systems that are intelligent and highly dependable. Standard computational learning methods show great skill in object 

detection, even though these methods are often called opaque systems because these methods lack the power of causal 

explanation. Experts claim that standard computational learning methods cannot strictly follow fixed regulations of 

traffic. Within this scientific investigation, a novel Real-Time Traffic Safety Monitor System is introduced that utilizes 

Neuro-Symbolic AI to connect the gap between data-driven perception and logical thought. Spatial-temporal metadata 

is obtained by a lightweight, quantized convolutional encoder. Such metadata is moved into a deterministic Symbolic 

Logic Engine, which checks facts against First-Order Logic (FOL) traffic regulations. Inclusion of a predictive Time-

to-Collision (TTC) module occurs in this scientific investigation, which uses Inverse Perspective Mapping (IPM) for 

detecting near-miss events and provides a Natural Language Explainable AI (XAI) dashboard for public safety 

officials. Real-time operation at ≥ 30 fps happens on consumer-grade physical equipment at the network edge, where 

the Real-Time Traffic Safety Monitor System reaches an F1-score of 0.9890 on various collections of data from the 

city. Careful Quality Assurance (QA) pipelines are included in this work to ensure database correctness and multi-

platform interface suitability for local government use. 
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I. INTRODUCTION 

 

The transformation towards Smart Cities is largely dependent on automation in traffic monitoring and law enforcement. 

With population density growing rapidly, it has become impractical to carry out traffic management manually. As such, 

there has been a widespread use of automated systems employing Deep Neural Networks (DNN) for detecting vehicle 

violations. 

 

Unfortunately, while pure deep learning methods achieve impressive results in controlled conditions, their 

implementation in the legal domain is constrained by three key limitations: 

• Lack of Interpretability: In the legal and forensic context, the AI needs to provide an explicit explanation 

why the car was tagged (such as producing an evidence-based fine). DNNs function in a high-dimensional 

latent space and are unable to produce explicit reasoning. 

• Inflexible with Respect to Dynamic Rules: Rules governing traffic lights are by definition deterministic and 

may be altered. Changing the speed limit around schools will require expensive data collection and full model 

retraining with a classic CNN. 

• Inability to Reason Causally about Edge Cases: The ability of DNNs to determine blame in complex agent 

interactions at intersections is lacking. 

 

In order to overcome these constraints, the proposed work presents the Neuro-Symbolic approach, which separates 

perception from reasoning. The deep neural network is solely dedicated to generating object positions, velocities, and 

categories. Next, the facts are assessed by the symbolic component using the rules engine, achieving 100% zero-shot 

adaptability. 
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Primary Research Contributions 

1. Hybrid Pipeline: A Neuro-Symbolic bridge that translates YOLO-derived continuous bounding box states into 

discrete logical axioms. 

2. Predictive Physics: A Time-to-Collision (TTC) algorithm mapping 2D frames to 3D real-world physics via Inverse 

Perspective Mapping (IPM). 

3. Quality Assurance: A robust Software Quality Assurance (QA) framework ensuring database logging integrity for 

municipal deployment. 

 

II. RELATED WORK & TECHNICAL LIMITATIONS 

 

Recent advancements in automated traffic monitoring primarily focus on pure deep learning paradigms. 

 

A. Vision-Based Perception Systems 

Standard approaches utilize YOLOv5/v8 or Faster R-CNN architectures to detect vehicles and classify basic 

infractions. While these models achieve high throughput (upwards of 60 FPS on high-end GPUs), they fail to establish 

causal logic. They classify a "red light jump" purely based on visual patterns rather than evaluating the strict spatial 

intersection of the vehicle and the traffic light's state. 

 

B. Trajectory and Predictive Models 

To predict near-miss accidents, contemporary researchers have proposed Spatio-Temporal Graph Convolutional 

Networks (ST-GCNs) and Long Short-Term Memory (LSTM) networks. While highly accurate in trajectory prediction, 

these models suffer from massive computational overhead, often yielding < 15 fps on edge devices. This latency 

renders them unsuitable for live, millisecond-critical deployment. 

 

C. The Neuro-Symbolic Integration 

Unlike previous models that attempt to "learn" traffic laws from vast datasets, our proposed system encodes traffic laws 

as explicit mathematical boundaries. This methodology is conceptually inspired by recent advancements in hybrid AI 

but tailored specifically for high-speed vehicular forensics. 

Fig. 1. Complete System Architecture showing the flow from the PyTorch Vision Node to the Python-based Symbolic 

Logic Engine, incorporating outdoor camera feeds, IVA data generation, semantic representation, human-augmented 

Neuro-Symbolic reasoning (via RoBERTa-Large pretrained sentence similarity matching), crowdsourced traffic 

ontology extension, and OSM/CSKG symbolic knowledge infusion into the traffic context inference. The decoupling 

allows for seamless updates to traffic rules without model retraining. 

 

III. PHASE 1: SUB-SYMBOLIC PERCEPTION LAYER 

 

The perception layer acts as the "eyes" of the system, responsible for parsing unstructured, noisy video data into a 

highly structured metadata format. 

 

A. CNN Object Detection and CIoU Loss 

We utilize a custom quantized YOLOv8 encoder to detect vehicles and pedestrians. The model is trained using a multi-

part loss function that balances bounding box regression, objectness, and class probability: 

 

L_total = λ_box·L_box + λ_obj·L_obj + λ_cls·L_cls         (1) 
 

To ensure the bounding boxes precisely wrap the vehicles, we employ Complete Intersection over Union (CIoU) loss. 

CIoU accounts for the aspect ratio and center distance between the predicted box b and ground truth b^gt: 

 

        L_CIoU = 1 − IoU + ρ²(b, b^gt) / c² + αv                     (2) 

 

B. Temporal Tracking via DeepSORT 

To maintain identity persistence across frames, we employ DeepSORT. The state of a tracked vehicle is modeled in an 

8-dimensional space using a Kalman filter. The Mahalanobis distance is utilized to associate new YOLO detections 

with existing Kalman tracks: 
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         D_M(d_j, y_i) = (d_j − y_i)ᵀ S_i⁻¹ (d_j − y_i)            (3) 

 

Listing 1. PyTorch Implementation of Tracking Node 

import torch 

from deep_sort_realtime.deepsort_tracker import DeepSort 

 

class PerceptionNode: 

    def __init__(self): 

        self.tracker = DeepSort(max_age=30, nn_budget=100) 

 

    def process_detections(self, frame, yolo_outputs): 

        bbs = [] 

        for det in yolo_outputs: 

            bbox = det.xywh[0].tolist() 

            conf = det.conf.item() 

            cls = det.cls.item() 

            bbs.append((bbox, conf, cls)) 

 

        tracks = self.tracker.update_tracks(bbs, frame=frame) 

        return tracks 

 

IV. PHASE 2: INVERSE PERSPECTIVE MAPPING (IPM) 

 

Standard 2D object detection cannot calculate real-world velocity or distances due to perspective distortion. To 

calculate real-world physics, we introduce an Inverse Perspective Mapping (IPM) module. This applies a Homography 

Matrix H derived from the camera's intrinsic (K) and extrinsic ([R|t]) matrices: 

 

s·[u, v, 1]ᵀ = K·[R  t]·[Xw, Yw, Zw, 1]ᵀ         (4) 
 

By assuming the road surface is a flat plane (Zw = 0), we simplify this to a direct 2D-to-2D transformation from the 

image plane to the ground plane: 

 

[Xw, Yw, 1]ᵀ = H·[u, v, 1]ᵀ,   H ∈ ℝ³ˣ³         (5) 
 

Fig. 2. Visualization of the Inverse Perspective Mapping process. The angled 2D camera feed is mathematically 

transformed into a top-down 'bird's eye' view to calculate accurate real-world vehicle velocities. 

 

V. PHASE 3: SYMBOLIC REASONING ENGINE 

 

Once the perception layer extracts the continuous metadata (position, ID, velocity), it translates these vectors into 

symbolic facts evaluated against explicitly coded First-Order Logic (FOL) rules. 

 

A. Rule 1: Wrong-Way Driving Logic 

If a vehicle's directional velocity vector v_i opposes the designated lane vector L_dir, the system triggers an alert. 

 ∀i ∈ V : (v_i · L_dir < 0 ∧ |v_i| > v_thresh) ⟹ Flag(i, "Wrong Way Driving")         (6) 

 

B. Rule 2: Predictive Near-Miss via Time-to-Collision 

Our system calculates the Time-to-Collision (TTC) between any two intersecting entities using the IPM-adjusted real-

world coordinates: 

 

TTC_i,j = ‖p_i − p_j‖₂ / |v_i − v_j|₂         (7) 
 

If TTC_i,j < τ_critical (where τ = 1.5 seconds), an immediate predictive alert is triggered. 
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VI. SYSTEM QUALITY ASSURANCE & DATABASE INTEGRITY 

 

A critical novelty of this thesis is the integration of a rigorous Software Quality Assurance (SQA) pipeline. Developing 

the AI model is insufficient for municipal deployment; the system must demonstrate absolute data integrity and 

software resilience. 

 

A. Database Schema and ACID Testing 

Every flagged violation generates a JSON payload containing the vehicle ID, timestamp, and the FOL explanation. 

Database load testing was conducted using Apache JMeter to validate the ACID properties under high concurrency, 

maintaining a 0% data drop rate while simulating 500 simultaneous traffic violations. 

 

Listing 2. Automated PyTest Script for Logic Constraints 

def test_red_light_logic(): 

    # Mock Data: Car inside intersection, Light is Red 

    car_pos = (500, 500) 

    poly = [(400,400), (600,400), (600,600), (400,600)] 

    light_state = "RED" 

 

    engine = SymbolicLogicEngine() 

    result = engine.eval_red_light(car_pos, poly, light_state) 

    assert result == True, "QA Fail: Red light missed!" 

 

Fig. 3. The proposed Natural Language XAI Dashboard for law enforcement. The UI displays the flagged vehicle 

alongside the explicitly generated First-Order Logic reasoning, solving the AI 'black box' problem. 

 

VII. EXPERIMENTS AND RESULTS 

 

A. Intra-Dataset Evaluation 

The system was benchmarked against urban traffic datasets. Table I highlights how the addition of the Symbolic 

Engine effectively eliminates "impossible" false positives that plague standard CNNs. 

 

TABLE I. Intra-Dataset Evaluation Metrics (UA-DETRAC) 

 

Method Acc. Prec. Rec. F1 

Pure CNN Baseline 0.9273 0.9171 0.9044 0.9107 

ST-GCN Predictive 0.9410 0.9385 0.9420 0.9402 

Neuro-Symbolic 0.9891 0.9889 0.9891 0.9890 

 

B. Cross-Condition Robustness 

To prove zero-shot adaptability, we tested the model across varying weather conditions (Rain, Fog, Night). Because the 

mathematical rules of traffic do not change when it rains, the symbolic engine acts as a safety net, maintaining high 

fidelity. 

 

Fig. 4. Robustness across environmental conditions (Clear, Overcast, Rain, Night, Fog). The rigid mathematical 

structure of the Symbolic Logic Engine prevents the steep drop in accuracy seen in pure deep learning models 

(Standard YOLO Baseline) during poor visibility, compared to the Neuro-Symbolic approach (Ours). 

 

VIII. CONCLUSION 

 

The proposed innovative traffic safety monitoring system is an extension of existing CNN tracker with a Symbolic 

Logic Engine and physics via IPM. The performance of our system reaches an amazing F1-Score value of 0.9890. 

Importantly, the presence of a robust software QA process ensures that database recording will be accurate and cross-

platform, hence making it legally admissible in court. 
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Data Availability 
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guidelines, not a single piece of private municipal data or tracking data was gathered, accessed, or jeopardized in any 

way throughout the process of this research. 
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